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At Johns Hopkins University, the Data Management Services group (JHUDMS) is a department within the 
University Libraries serving researchers in Arts and Sciences, Engineering, Medicine, and Public Health offering 
research data management consultation and archiving. JHUDMS started in July 2011, making it one of the first 
academic library-based research data management services. Since 2013, we have operated the JHU Data Archive1 
using the Dataverse2 platform for data access and collection-level metadata. As with many RDM departments 
emerging since, we share a need to continually innovate to remain relevant within our academic institution. A 
nascent need is for services that address data management and archiving in fields where large-scale computing is the 
norm. An increasing number of researchers in many departments and research centers at JHU are developing the 
tools and capacity to work with “big data” involving high-performance computing (HPC) operations and terabytes 
of data. HPC centers focus much of their resources toward expanding capacities for advanced data analysis. Some 
of the HPC centers at JHU, however, expressed to us an interest in addressing aspects of their infrastructure that get 
less attention: collaboration, data sharing, archiving, and preservation. Their challenges may be shared by other 
academic HPC facilities. This paper outlines our initial plans for updating our archiving infrastructure, both in 
technology and service administration, to accommodate big data. We hope to offer a case study of this area of 
service, sharing with our community the workflow, associated software and methods we are developing. 

HPC challenges for collaborative data sharing and archiving 

In our discussions with HPC facilities and data centers, we learned that the facilities and researchers have not 
deeply explored whether to provide public access of data from multi-terabyte projects directly to their research 
communities, since bandwidth and other infrastructure limits make sharing data even among multi-institutional 
collaborations is challenging. Similarly, taking on costs of long-term storage of big data projects may not be a 
priority of facilities or researchers.  

Two centers we are working with illustrate these challenges. The Hopkins Extreme Materials Institute (HEMI) 
does fundamental research associated with materials and structures under extreme conditions. They oversee the 
Center for Materials in Extreme Dynamic Environments (CMEDE), a collaboration of twelve US intuitions and 
hundreds of researchers, who face challenges sharing large datasets among institutions and coordinating 
collaborative research. A second center, utilized by many HEMI researchers, is the Maryland Advanced Research 
Computing Center (MARCC), a joint facility between JHU and the University of Maryland College Park providing 
research computing infrastructure. The main MARCC cluster, Bluecrab, contains over 21k Intel processor cores 
and 144 Nvidia Tesla K80 GPUs. MARCC has 18 petabytes of storage; however, this is active storage associated 
with their massive data processing resources. Long term storage is not part of the scope of the facility, nor in its 
business model. 

Can our library-operated data archive and RDM services directly offer data sharing and archiving for HPC and 
big data? Currently, infrastructure, bandwidth limitations, and associated costs would prohibit making full 
multi-terabyte datasets publicly available with the same direct access as other collections in our Dataverse interface. 
We are, however, exploring whether archiving large datasets from HPC projects is feasible. Archiving, in this 
context, would involve managed file storage with preservation activities such as fixity checks, registering 
collections with sufficient documentation to maintain discoverability and utility, and potentially facilitating file 
access and transfer upon direct requests from researchers. Offering preservation-focused archiving for big data 
would require expanding both our current service model and archive infrastructure. The JHU Data Archive 
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currently offers archiving to JHU researchers up to 1 terabyte for 5 years at no cost. Greater storage size and 
duration requires a proportional fee. The Archive mainly serves researchers without a disciplinary repository, with 
most collections as smaller datasets of 1GB or less intended as supplementary data associated with a publication. 

Our plans for updating our infrastructure to handle big data involve internal and external collaborations. Our 
department is part of the JHU Library’s Data Management Division, led by Sayeed Choudhury, which includes 
software developers working for the Data Conservancy (DC).3 Originally an NSF-funded project, the DC develops 
open access tools and standards that support several aspects of archiving and preservation of digital data used by our 
data archival services. JHUDMS is working with the Data Conservancy and Data Management Division to update 
several components of the archiving infrastructure, including installing a Fedora 4 repository as the JHU Library’s 
digital collection and storage layer. We are also collaborating with the Data Conservancy, the Center for Open 
Science (COS), DuraSpace, and Notre Dame Hesburgh Libraries to integrate COS’s Open Science Framework 
(OSF) and additional linked-data capabilities into the data archiving workflow.  

These infrastructure updates could support the needs of data archiving and collaboration for MARCC and 
HEMI, and potentially other big-data projects at Johns Hopkins. We will support collaboration mainly by enhancing 
applicability of OSF to the needs of HCP centers. Updating the archival infrastructure makes archiving 
multi-terabyte collections technically feasible; however, there are additional challenges to practical feasibility of 
storage, funding, data curation and administration of HPC archiving. The following sections illustrate these plans. 

Facilitating HPC collaboration in preparation for archiving 

The Open Science Framework (OSF), developed by the Center for Open Science, is a platform that integrates an 
increasing range of external extensions, facilitating access to shared files and tools at multiple points of the 
workflow. By mapping project components and relationships, researchers can add project organization and 
documentation while working within their normal research environment. JHUDMS provides user support for JHU’s 
institutional portal to OSF. 

JHUDMS and JHU Data Conservancy worked with Adam Sierakowski, a Research Scientist from MARCC and 
HEMI, to outline several use cases that extend OSF to address the needs of large-scale computational research 
teams. These cases include: account and project bootstrapping for administrators, detailed metadata capabilities, the 
creation of relationships between projects, simplified avenues for archiving, project reporting, capturing 
institutional knowledge, and data sharing and discovery. We suspect that these use cases would apply to 
requirements for research collaboration at most scales. 

OSF in its current form addresses some aspects of project management called for in these use cases, including 
account management and representing relationships among projects and their components. It is not ready for 
big-data sharing, in part because it cannot access institutional servers behind firewalls and because server 
interactions and pipeline constraints would make transfer too slow for multi-terabyte files. OSF, however, may aid 
in providing indirect access by registering links to files. OSF may also aid in capturing metadata and project 
documentation. A challenge for preserving projects is in carrying documentation generated during the project 
through to an archival collection, with utility for an external audience. Larger, more complex datasets require 
well-formed metadata for relevant discoverability, but preparing such metadata can be a complex task for 
researchers. OSF could be configured to make documentation more efficient and more automated. 

Dr. Sierakowski is developing a tool for MARCC to be used at HEMI and other HPC centers to enhance 
collaboration and internal data sharing. Crædl, the Collaborative Research Administration Environment and Data 
Library, provides researchers an environment for data management that expedites task administration, project 
collaboration, and community interaction. It includes some automated processes and low-impact data entry by the 
researcher to capture metadata such as project details and provenance that can become part of the archival 
documentation populated at the time of file creation. JHUDMS is collaborating with Crædl developers to work 
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toward a direct pipeline between researchers and the JHU Data Archive.4 OSF may become an interface step in 
transferring completed projects with Crædl metadata from the HPC center to the archive. 

Updating archiving infrastructure at JHU Library 

Again, the JHU Data Archive is updating its infrastructure to enhance preservation and archival workflow for all 
of its digital collections, which will make big-data archiving technically feasible. In the current workflow of the 
JHU Data Archive, data files from researchers are accessed and preserved through the library’s digital storage 
system. This includes primary backup and secondary offsite tape backup. By early 2018, the preservation 
collections and other library digital collections will be transferred to a Fedora 4 repository instance. Fedora 4 offers 
flexible storage that can handle large-scale data, improved performance, preservation activities like fixity and 
versioning, and enhanced use of collection metadata and RDF linked-data. 

Fedora 4 also facilitates a flexible range of data archiving pipelines integrating the OSF, Dataverse, and other 
tools developed by the Data Conservancy that implement API connections to Fedora repositories. The Data 
Conservancy and Notre Dame Hesburgh Libraries are working with COS on changes that will enhance the archival 
workflow. The Fedora platform will allow multiple options for ingest and access of materials. The same data 
collection in the archive, for example, could be viewed and accessed by both Dataverse and OSF. Researchers could 
submit data files to the JHUDMS for archiving, but also will have the option of submitting OSF projects with 
associated files directly to the archive. Currently, JHUDMS consultants will mediate deposits from OSF, creating 
new collections on the Dataverse interface. 

Facilitating this range of file ingest pathways is DC’s development of tools referred to collectively as the Data 
Conservancy Ingest Service.5 Projects consisting of files and associated metadata submitted from OSF, for 
example, are made ready for archiving using the DC OSF Packager.6 This open-source project follows the Data 
Conservancy’s additions to the BagIt specification.7,8 The OSF Packager exports data files and associated metadata 
from OSF Projects and Registrations according to this specification. Data Conservancy Package Specification also 
provides for the packaging of linked data, including semantic descriptions of binary content and their relationships. 
The package itself includes checksums supporting integrity checks, and an ORE Resource Map describing the 
contents of the package. 

The next step is to ingest packaged OSF files into the JHU Library repository infrastructure using the Fedora 4 
API-X Package Ingest Extension.9,10 The Data Conservancy, working with Duraspace and funded by IMLS11 
developed the Fedora API Extension Architecture (API-X) as HTTP middleware between Fedora and external 
services. The Package Ingest Extension is one such service, which exposes an ingest service on Fedora objects. The 
ingest service accepts the package for deposit, opens the package, and deposits each object in the package as a 
Fedora resource, while preserving the links between the objects in the package. The Fedora 4 platform, along with 
API-X, allows for an expanded range of interactive access to those objects specified by web services such as OSF, 
Dataverse, or accession and preservation activities such as fixity checks. 

The Data Conservancy is also developing a tool that could help keep track of works related to large archived 
datasets. RMap12 uses RDF graphs to map the locations of, and relationships among, scholarly works. For a large 
dataset, this might include different components and versions of the dataset, documentation, related articles, 
software used to process the data, and the people and organizations involved in each part. This map can be 
constructed by combining metadata from OSF, Fedora, and other sources. Ideally, formal identifiers such as DOIs 
and ORCID IDs will be used to form the map, but RMap is identifier and metadata agnostic to support integration 
from a broad range of sources. 

The DC Ingest Service, along with continued development of OSF’s Dataverse integration and other workflow 
aspects will aid in automating more of the DMS consultant’s roles in depositing collections to JHU Data Archive. 
For example, JHU University Archives and Special Collections is implementing Archivematica13 for digital 
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collection accession management going to the same Fedora 4 endpoint, and the JHU Data Archive ingest could 
adopt the same protocols. The flexibility of ingest and access workflows overall is central to adapting to the needs of 
archiving big data. 

Accommodating big data archiving 

Leveraging the capacities of Fedora 4, OSF, and DC’s tools for enhanced ingest and linked data capacities makes 
more aspects of archiving big-data projects from HPC facilities technically achievable. Handling large scale 
projects from MARCC or other HPC facilities, however, even those of a few terabytes, would need to address four 
additional areas of infrastructure: transfer of large files, archival storage needs, administrative requirements for 
curation, and financial sustainability of the technology and administrative costs.  

File transfer: The JHU Data Archive is primarily a repository intended for public access to JHU researcher 
datasets. Again, most collections from MARCC or other HPC facilities would not be intended for distribution 
through the Dataverse repository; rather, they would be primarily for archival preservation and future reference. 
Given delivery bandwidth and storage limitations, only smaller portions of a multi-terabyte collection would be 
feasible for public access (e.g., a selection of packages of less than 2GB each.) External requests for full datasets 
would likely involve data use agreements and arrangements for file transfer, with cost recovery. The JHU Archive, 
however, to aid discovery could register full data collections with content overviews and associated documentation.  

Transferring multi-terabyte files from the MARCC HPC facility to the JHU Library digital collections facility is 
impractically slow under the bandwidth of the current network. The library will be connecting to the 10 gigabits per 
second Internet2 network shared by MARCC and other JHU HPC centers which will allow, on average, 3 to 5gbs 
transfers from MARCC. (Higher bandwidth would require significant equipment upgrades.) The library will also 
become a Globus Connect file transfer system14 node, employed by the HPC network, which allows a 
dropbox-style, direct end-to-end, high-speed transfer in a fraction of the time.  

Storage: As stated, our archive allows collections up to 1TB at no cost to the researcher. The median collection 
to date is under 1GB. In order to handle collections over 1TB, each with two backup copies, storage capacity for the 
archive needs to be expanded substantially. A Fedora repository will facilitate flexible storage options including 
incremental addition of storage, or access through alternative storage locations. An HPC center could elect to 
dedicate its own storage to certain collections, and register them in the archive. 

Funding: Funding large-data preservation is a primary issue. Administrative costs for managing data curation 
are as significant as hardware costs. The library operates its own digital storage, which is currently more cost 
effective than using JHU central IT facilities; however, very large storage needs may require reassessing options. 
Before 2016, the archive charged a fee for services and researchers could charge costs directly to their grants. 
Preserving HPC projects would likely also require cost recovery that researchers add to their project budgets. NSF, 
NIH and several other funders allow for data management cost requests in project budgets for grants, especially if 
some portion of that data will be publicly accessible. Administrators and HPC centers have acknowledged the 
importance of investing in data retention for significant projects. 

Curation and Administration: A final factor in archiving HPC projects are the administration needs for 
curating big-data. Currently, JHUDMS’s three Data Management Consultants manage interactions with researchers 
and prepare collections. Scaling up the size and complexity of collections needs to be done with similar time and 
resources, factoring additional involvement by library IT. The OSF and Fedora integration may allow for more 
automated curation. We will also update our Customer Relations Management (CRM) system for more efficient 
project management. 

Before receiving collections it is important for DMS to work with researchers to identify relevant files for 
preservation. Determining relevance may involve a consultation to help researchers assess which files are most 
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necessary, who needs to access them, for what purpose, how long, and whether any portions will be publicly 
accessible. Researchers must also contribute good documentation and metadata, which is facilitated by OSF, 
MARCC’s Crædl file management system, and DMS consultants. Data retention likely will not be indefinite, so 
researchers will be contacted periodically to assess whether the collection should be retained, moved, or 
deaccessioned.  

Finally, we are considering whether big-data archiving can include medical and health data. Nearly the majority 
of funded projects at JHU are health-related, with many involving big data. MARCC and other JHU HPC centers 
are actively investigating how to upgrade storage and security to allow research using HIPAA data with personal 
health identifiers. Preserving such data in the library system may require similar upgrades to network security and 
additional administrative activities by DMS. Preservation-only storage may simply require adequate encryption and 
access management. If such collections are to be accessible, even by direct request, DMS would need to manage 
Data Use Agreements, IRB approval compliance, and administer a secure data transfer method. Expanded NIH data 
sharing requirements, as well as administrative priorities, could justify adding HIPAA-compliant data archiving 
services. 

The path forward: cultural shifts, resources, and opportunities 

As we enter our seventh year, JHU Data Management Services is beginning to tackle some of the large-scale data 
management needs of our researchers. We find that a path forward will consist of multiple, iterative efforts that 
focus on service centralization, partnership opportunities, infrastructure for archival workflows, and effective 
collaboration environments, while adding further security and compliance measures. To realize these goals, one 
major factor is for HPC facilities and research data management and archival services to centralize efforts and find 
ways to communicate more effectively. Partnerships help foster and incentivize this cultural shift toward 
collaboration. Funding agencies, in strengthening their data sharing policies, can fund better data management and 
preservation, which will help institutions recognize this need. Conversely, funding cuts stimulate the need for data 
preservation and re-use. Extending existing resources, especially open source platforms like OSF, DC Package 
Ingest Service, RMAP and Crædl, help library research data services grow to accommodate the requirements of our 
researchers as they work with large-scale data. 
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